
Artificial Intelligence 

Should we be scared? 

Monty Barlow 

Innovation Day 2016 



2 

Artificial Intelligence (A.I.) suddenly seems to be everywhere 
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This talk is about: 

 

►  The technology behind this revolution 

►  Current challenges 
 

 

and 
 

 

► What happens next? 

Buzz, impact & 
pervasiveness 

2016 

A.I. “Winters” 
Bubble bursts, 
next A.I. winter 
arrives 

1990 1975 

Excitement fades, 
certain applications 
benefit hugely 

A.I. gains scary 
effectiveness and 
pervasiveness 

? 
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Technology behind 

the A.I. revolution 
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A.I. was struggling in the early 2000s 

 Rule-based systems required too much 

manual development and domain knowledge 

 

 Neural networks had failed (again!) 

– They seemed un-trainable for key 

applications such as vision 

 

 But: Breakthroughs in 2006* made training 

much larger models viable 

– A.I. research became popular again 

 

Hinton, G. E., Osindero, S. and Teh, Y. (2006) A fast learning algorithm for deep belief nets. 

A “toy” Neural Network for 
valuing wristwatches 
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Enablers for the recent  A.I. explosion (2010 onwards) 

 Moore’s Law has provided a steady gain 

since the last “A.I. Winter” in the 1990s 

 

 Around 2010 GPUs were suddenly fast 

enough to support useful  A.I. systems 

Advances in compute 
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Enablers for the recent  A.I. explosion (2010 onwards) 

Advances in compute Internet datasets  

 Internet users (and now connected sensors) 

are producing data faster than ever 

 

 Techniques which failed in the 1980s are 

blossoming on datasets of a billion points 

today 
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Enablers for the recent  A.I. explosion (2010 onwards) 

Advances in compute Internet datasets  New approaches 

 There is significant investment and research 

into better approaches 

 

 Part of a virtuous circle with more compute 

power and more data 
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…  

 

 

 

Key approaches in Machine Learning are driving the progress in A.I. 

 

 

 

 

Expert 
systems 

Planning 

Fuzzy 
Logic 

A.I. 

M.L. 

Bayesian 
inference 

Graphical 
models 

SVM 

… 

Clustering 

Reinforcement 
learning 
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2016 : Go 
 

Deepmind’s AlphaGo beat 

Lee Sedol, 

9 dan rank 

Typical moves available: 250 

 

Possible sequences of 7 moves: 
  

about  61 million billion 
 

Measuring progress from famous A.I. milestones 

1997 : Chess 
 

IBM’s Deep Blue beat 

Garry Kasparov, 

World chess champion 

 

 Typical moves available: 35 

 

Possible sequences of 7 moves: 
 

about  64 billion 
 

 

  Moore’s Law (compute) provided a factor of 1000 speed-up over this period 

 Where did the rest of the improvement come from? 
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(1) Reinforcement Learning: Played 100,000s of games against itself 

 

 

 

 

 
 

(2) Convolutional Neural Network: Distilled the output of the Reinforcement Learning 

AlphaGo successfully combined two powerful techniques 

Filters 
Traditional NN-
based classifier The filters learn to recognise 

features such as edges and 
spots, much as the retina does 

Environment 
(Board) 

Agent 

Action 

Reward 

State Agent 

Action 

Reward 

State 
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Breast Cancer detection 

 Deep Learning has surpassed the breast cancer detection accuracy of a pathologist 

in a recent study*: 

 

 

 

 

 

 

 

 The A.I. + Pathologist combination was 85% less likely to be in error than the 

pathologist alone 

Slides examined by Error rate 

Pathologist 3.5% 

A.I. 2.9% 

Pathologist + A.I. 0.5% 

* Deep Learning for Identifying Metastatic Breast Cancer 

Dayong Wang et al. 18 June 2016 
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Current challenges 
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Knowing if A.I. can solve your problem 

 Should you trust the hype from the A.I. giants: 

– Did they cherry-pick results? 

– Did they use vast compute and datasets? 

– How generally-applicable was the result? 

 

 DeepMind Arcade’s Reinforcement Learning: 

– mastered Space Invaders 

– failed at Montezuma’s Revenge  

– …and needed re-training for every title 

 

 How can we tell at the start of a development 

whether our problem is tractable? 

Space Invaders 

Montezuma’s Revenge 
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There is a bewildering (and ever growing…) list of M.L. techniques 

Reinforcement Learning 
Deep Learning 

Natural Language 
Processing 

RNN 

Dynamic Programming 

Q 

Learning 

Policy 

Gradient 

SARSA 

HMM 

GMM 

SVM 

Graphical 

Model 

Convex 

optimisation 

Non-convex optimisation 

Convex 

optimisation 

K-means 

Memory-

Network 

Autoencoder 

DBN 

MCMC 

MCMC 

Multi-Armed 

Bandits 

Tree 

Search 

CRF 

Random 

Forrest TD-Learning 

MDP 

(          = Areas of greatest current use for us ) 

CNN 
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Knowing how these techniques will perform is difficult 

 So we have created a “Digital Greenhouse” in our on-site compute 

 We cultivate ML variants, and test them against established challenges 

 The most promising are used as candidates in developments 
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Data Science Engineering 

A.I. is the collision of 2 worlds 

 Managing these two worlds as a cohesive whole is challenging 

 

 The best ways of doing this are an area of on-going research for us 

– Our Digital Greenhouse is designed to be accessible to both worlds 

 

Statistics 

Often exploratory 

Long term research 

Vast datasets & compute 

Multiple approaches 

 

Practical 

Functional decomposition 

Predictable programmes 

Embedded / finite compute 

Continuous integration 

 

 

 

 

 

A.I. 
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An engineering project 

Actual 
progress 

Perceived 
progress 

Mirages Finish 

Start 
Mountains 
of Despair 

Experienced 
team 

Inexperienced 
team 
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An A.I. project may be fundamentally unpredictable 

Actual 
progress 

Perceived 
progress 

Mirages Finish 

Start 
Mountains 
of Despair 

Optimum time 
to publish a 

paper! 
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You can never have enough (high quality) data 

 Data defines an M.L. solution 

– Tainted or incomplete data leads to failure 

 

 Where data is unlabelled, 

– Unsupervised Learning shows promise 

– Autonomously finds clusters 

 

 

 Where data is insufficient but high quality: 

– Synthesise larger datasets  
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Powerful A.I. is inscrutable 

 Deep Learning techniques produce a black box 

 

 Unit testing is virtually useless 

– We can’t make sense of stuff inside the box 

– And it changes with each re-training 

 

 This raises important questions for regulated products 

– What exactly gets approved? 

 

 We are exploring incremental training 

– Can we tweak a system without its structure changing? 

 

? 
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What happens next? 

2016 

? 
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A.I. needs to broaden 

 Leave rule-based A.I. behind: Move wholesale to Deep Learning and beyond 

– Otherwise we can only tackle foreseen problems 

– Necessary for (say) self-driving cars 

 

 Transfer of learning: Retain knowledge and transfer it to new tasks 

 

 Unsupervised learning: Most data is unlabelled – we need to use it 

 

 Find new ways to train 

 We can’t kill as many pedestrians as DeepMind Arcade killed PacMen! 

 

 Reach 100% reliability 

– Many applications won’t tolerate a failure rate of a few % 

– Need to achieve and demonstrate reliability 
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Regardless, there are signs of growing A.I. potency 

 The AlphaGo victory was about 10 years earlier than expected 

– based on predictions made in 2014! 

 

 Machine Learning is winning contests against incumbent algorithms and experts 

– Conversational Speech Recognition: error rate of 6.3% (Microsoft 2016) 

– Image Object recognition: error rate 3.5% (humans get 5.1% wrong) 

 

 Voice User Interface adoption growing due to rapid increase in accuracy 

– Siri handles 1 billion requests per week, Android 1 in 5 searches (2015) 

 

 Industrial Robot manufacturer Fanuc is using Deep Reinforcement Learning 

– Training robots for new tasks overnight, and share tasks amongst many robots 
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Predictions 

Today 2020? 

 Ultimately it is hard to think of markets, services and applications where A.I. cannot 

make a significant impact 

 

 

Current techniques will 

run out of steam prior to 

broad A.I. maturing 

Next “wave” 

 

A virtuous circle will kick in 

 

This wave will never end 
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Our piano demo hints at the potential of A.I. 
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Should we be scared?  

 

 Those ignoring A.I. : Yes  

 The rest of us : Probably just a little bit! 
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